
Methods

Motivation
To illustrate the challenge of unseen PTMs, we first show predicted iRT ver-
sus empirical RT for a dataset containing N-ethylmaleimide (NEM), a mod-
ification not present during training. Here, seen or unmodified peptides 
follow one calibration trend, while NEM-modified peptides form a separate 
trend, showing that the model fails to capture the retention-time shift in-
troduced by the unseen PTM.

PTM Encodings
To improve generalization to unseen PTMs, we compared three PTM encod-
ing strategies. Token encoding represents each PTM as a separate label and 
maps any unseen PTM to a wildcard token. Atomic encoding describes each 
PTM by its total atomic composition change, and gain/loss encoding rep-
resents the atoms gained and lost when the PTM attaches to the peptide.

Introduction
Post-translational modifications (PTMs) can strongly affect peptide prop-
erties and are common in biological data. Modern AI models can predict 
properties such as indexed retention time (iRT) and MS2 fragmentation ac-
curately for PTMs encountered during training, but performance often de-
teriorates for unseen PTMs. In this study, we examine the performance of 
different PTM encoding strategies, including token-based representations 
and chemistry-aware encodings based on atomic composition, with a focus 
on generalization to unseen modifications.

Results

iRT Prediction - Unseen PTMs
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Conclusion
•	Atomic encoding improves generalization to unseen PTMs (Figures 3-5, 7).

•	It improves performance on seen or unmodified peptides (Figure 6).

•	In cases such as PSMTag (Figure 8), it does not fully match the perfor-
mance of a PTM-trained model, highlighting remaining room for improve-
ment.

•	Token (+ wildcard) can work reasonably well for a single unseen PTM, but 
becomes limited in cases of multiple ones or open-search settings.

•	Similar improvements are observed for ion mobility prediction (data not 
shown here).
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Relative Performance on a Selected Unseen PTM Dataset

Figure 1: Predicted iRT versus empirical RT for a dataset containing the unseen PTM Nethylma-
leimide (NEM). Peptides with the unseen PTM form a separate trend, indicating that the mod-
el fails to capture the systematic retention-time shift introduced by the unseen modification. References
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Figure 3: Calibration plots for the NEM dataset com-
paring token (Figure 1), gain/loss, and atomic PTM 
encodings. For token and gain/loss encoding, the 
peptides separate into two distinct trends: one for 
seen or unmodified peptides and one for peptides 
carrying the unseen NEM PTM, indicating that the 
model does not capture the retention-time shift in-
troduced by the new modification. Atomic encod-
ing is the only approach that largely merges these 
two trends into a single calibration line, showing im-
proved generalization to the unseen PTM.

Figure 2: Example representation of an acetylated lysine residue across the three PTM encod-
ing schemes. For token encoding the PTM is translated into a single “wildcard” token or num-
ber, acting as an index for that PTM. The value of the token has no actual meaning.

Figure 4: (A) Bar plot comparing the R² of iRT-to-RT 
calibration for the NEM, hydroxyisobutyryl (Kbhb), 
and SUMOylation datasets across the three en-
codings, before (dark bars) and after (light bars) 
transfer learning. For NEM, atomic encoding already 
reaches the high post-transfer-learning perfor-
mance level before transfer learning, while the other 
encodings approach this level only after adaptation. 
(B) Bar plot showing site-specific R² values for the 
PSMTag dataset, split into N-term and K & N-term 
peptides. Transfer learning improves all encodings 
and reduces the differences between them.

Figure 5: (A) Bar plot showing fragmentation per-
formance on unseen PTMs in the NEM, Kbhb and 
SUMO datasets, before and after transfer learning. 
Spectral angle compares token, atomic, and gain/
loss encodings, with higher values indicating bet-
ter agreement between predicted and empirical 
fragment intensities. Transfer learning improves all 
encodings and reduces the differences between 
them, while atomic encoding remains among the 
strongest performers. (B) Bar plot showing frag-
mentation performance in the PSMTag dataset split 
by PTM site, comparing peptides modified only on 
N-terminus (N-term) or on both lysine and N-termi-
nus (K & N-tem).

Figure 6:  Relative performance of atomic encoding compared with the token baseline across a diverse set of DIA benchmark datasets 
in Spectronaut. (A) Relative improvement (higher is better) in DeepiRT MAE before and after transfer learning. (B) Relative improvement 
(higher is better) in DeepFrag spectral angle before and after transfer learning. (C) Relative change in sparse precursor and protein group 
IDs, showing the effect of atomic encoding on seen PTMs and unmodified peptides.

Figure 7: Bar plot showing the gain in sparse 
precursor and protein group identifications 
in Spectronaut on the PSMTag DIA dataset 
when atomic encoding is incorporated into 
the fragmentation, iRT, and ion mobility pre-
diction models. Values are reported relative to 
the token-encoding baseline. The results show 
a clear increase in both precursor and protein 
group IDs, indicating that the chemistry-aware 
representation improves practical identifica-
tion performance.

Figure 8: Bar plot comparing R² values from 
iRT-to-RT regression for the atomic model and 
a PSMTag-trained reference model in the PS-
MTag dataset, shown separately for N-term 
and K & N-term peptides. The PTM-trained 
model represents the performance level that 
can be achieved when the modification is in-
cluded during training. This comparison shows 
how close the generalizing atomic model 
comes to that target, and highlights that the 
remaining gap is larger for the more challeng-
ing K & N-term group.


